SNN Example 12 - Training the Network

Having created an appropriate network, the next stage is to train the network.
STATISTICA Neural Networks supports a number of popular and advanced training algorithms for multilayer
perceptrons, including:

* back propagation: Se baseia na retropropagacao do erro através da rede, calculando os gradientes da
funcao de perda em relacdo aos pesos e ajustando esses pesos em direcao a minimizacao do erro.

« conjugate gradient descent: E especialmente eficiente em problemas de otimizacdo onde o niimero de
parametros é grande ou onde o cdlculo do gradiente é caro. Nao usa derivadas.

* Quasi-Newton: O mais conhecido e amplamente utilizado é o algoritmo Broyden-Fletcher-Goldfarb-
Shanno (BFGS).

« Levenberg-Marguardt: E um método de otimizacdo numérica amplamente utilizado para resolver
problemas de ajuste de curva nao linear.

* quick propagation: Foi projetado para melhorar a velocidade de convergéncia de Redes Deep Learning,
ajustando as taxas de aprendizado adaptativamente.

* Delta-bar-Delta: Com base nas informacdes sobre as mudancas nos gradientes, o "delta-bar-delta" ajusta
as taxas de aprendizado para cada peso. De 1986.
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SNN Example 12 - Training the Network

For the purposes of this example, we will concentrate on the
most popular learning algorithm: back propagation (see
Patterson, 1996; Haykin, 1994; Fausett, 1994).

The back propagation algorithm works by iteratively training the

network using the training data available. On each iteration
(known as an Epoch), the entire training set is presented to the
network, one case at a time. The inputs are presented to the
network, which is executed to produce output values.

The output values are compared with the desired outputs
present in the data set, and the error between the desired and
actual outcome is used to adjust the weights in the network so
that the error is likely to be lower.

The algorithm must compromise between the various cases,

attempting to alter the weights so that the overall error across
the whole training set is reduced. As the algorithm works on a
case-by-case basis, the overall error does not always decrease.

1.Década de 1960 - 1970: Ele foi inicialmente proposto
por Stuart Dreyfus em 1962, mas o desenvolvimento
moderno é frequentemente creditado a Paul Werbos
em 1974.

2.Década de 1980: Momentum para acelerar o
treinamento.

3.Década de 1990: Algoritmos como o Levenberg-
Marquardt e o QuickProp foram propostos como
alternativas ao Backpropagation.

4.Década de 2000: Avancos em hardware. O Gradiente
Descendente Estocastico (SGD) ganhou popularidade.
5.Década de 2010: (Deep Neural Networks - DNNs).
Algoritmos como o RMSprop, Adagrad e Adam foram
introduzidos, melhorando a eficiéncia do treinamento.
6.Década de 2020 em diante: L-BFGS para treinamento
de RNAs profundas e o K-FAC para levar em
consideracao informacdes de curvatura. Muitos
avancos também se concentraram na
interpretabilidade, na regularizacdao e em aspectos
éticos do treinamento de RNAs.



Training Using Back Propagation.

STATISTICA Neural Networks can track the error performance of the network on a graph, allowing you to see how training

progresses. *
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The Train Multilayer Perceptron
dialog implements a two-phase
training algorithm, for reasons
that we will discuss later. For
the moment, we will use a
single phase algorithm.

This ensures that a graph
will be displayed during
training.
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The Training in Progress dialog will be displayed, and two lines will be plotted on the graph. The first gives the error on
the training subset (data used to optimize the network's weights), while the second gives the error on the selection
subset (which gives a useful cross-check on training performance).
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To prevent the graph from becoming
too cluttered, display the Static
Options tab of the Training in
Progress dialog, and clear the Keep
lines from previous training runs
check box. On the next training run,
the graph will be cleared.

on the startup panel to
save, edit, or retrain
networks, generate C or
SVB code, or apply the
networks to user-defined
input values.
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When the training algorithm stops, click the Extend button, and

then click OK on the Extended Dot Product Training dialog to plot
more epochs of training. You can repeat this process until you are
happy with the results achieved. Then click the first OK button on
the Training in Progress dialog (the one without a graph symbol).

Note. Had we decided that the network was
not good enough, we could click the Cancel
button on the Results dialog to redisplay the
Train Multilayer Perceptron dialog, and then
try training the network again.
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Retraining an Existing Network. Rather than continually creating new networks, which will rapidly fill the network file, we will
retrain the network we have just created (this is only appropriate, of course, if you are maintaining the same network
architecture - type, input and output variables, number of hidden layers and units, etc).

Select the network you would like to retrain on the Startup Panel Networks/Ensembles tab, and then select Retrain network from

the Select analysis list on the Advanced tab.
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Retrains an existing neural network.
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Optimizing Training Performance. The performance of the back
propagation algorithm is affected by a number of parameters, which
are available on the Train Multilayer Perceptron dialog. The default
values are a reasonable starting point for most real-world
applications, but can always be fine-tuned; and can be improved
somewhat for the IRIS problem.

Here is a brief description of the major parameters, with suggested
settings for Iris:

Epochs. This box specifies how many training epochs should be
undertaken on each click of the OK button. The default of 100 is
rather low; increase it to 500 by highlighting the number and typing
in 500.

Learning rate. A higher learning rate tends to speed the algorithm
up, but may introduce instabilities in performance for some
problems (especially if data is noisy). Iris benefits from a somewhat
lower learning rate with this network configuration; e.g., 0.01.

With the settings given above, STATISTICA Neural Networks will
normally solve Iris in less than a thousand generations.
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Dependent:  IRISTYPE Classification. So far, we have trained networks using the
Independent: SEPALLEN-PETALWID cross-entropy error function, which is the default for
classification neural networks in STATISTICA Neural Networks.
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4 E » |47 alternative approach, which is to use logistic activation
functions for the output layer, together with the sum-squared
error function. The confidence levels cannot in this case be
With the sum-squared error function, a much interpreted as probabilities (indeed, they may well not sum
higher learning rate can be tolerated. In the case up to 1.0). However, there are advantages too; training is
of Iris, you can set the Learning rate as high as often faster and more stable, and the final performance levels
0.6, and reduce the number of Epochs of back are sometimes better (possibly because the underlying
propagation to 100. distribution is not, in fact, a member of the exponential

family).
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There are further parameters for back propagation that can also
be set. These are located on the BP(1) tab (i.e. training
parameters for back propagation on phase one).

Momentum. Generally improves performance by speeding up
training where there is little change in the error and introducing
some extra stability. Should always be in the range (0.0,1.0) (i.e.,
greater than or equal to 0.0, strictly less than 1.0). It is often
recommended to complement a high learning rate with a low
momentum, and vice versa. In this case, a high momentum is
acceptable. Set it to 0.6.

Shuffle. When this check box is selected, the order of
presentation of the cases is changed within each epoch of back
propagation. This adds some noise into the training process,
which means that the error may oscillate slightly. However, the
algorithm is less likely to get stuck, and overall performance is
usually improved.

Note: STATISTICA Neural Networks can alter the Learning rate and/or Momentum on each epoch, progressively altering them
from the starting values given in the left boxes on the BP (1) tab to the finishing values given in the right boxes. For example, you
can lower the learning rate as training progresses. To enable this option, you need to select the Adjust learning rate and
momentum each epoch check box. If this is not selected, STATISTICA Neural Networks just uses the fixed rates given in the left

boxes.



Using Two-Phase Training with Conjugate Gradient Descent.
This specifies a second phase of training, which by default uses conjugate gradient descent training algorithm.
Conjugate gradient descent (see Bishop, 1995) is an alternative training algorithm that is usually substantially quicker than back

propagation. A secondary advantage is that there are no learning rate or momentum parameters to choose, so it is also simpler
to use.

The expected behavior is as follows:

When training switches to conjugate gradient descent, there is
substantially less noise in the training process. This is because we have

Quick | Stat | End | Clssifcation | Decay | Ineractive | BPY1) | been using the shuffle option with back propagation, which does make for
a substantially more noisy optimization process. However, it also makes it

e a0 less likely that the back propagation algorithm will get stuck in a local

|Back propagatior =] |Coniugate gradient descert | minima - a perennial problem with neural networks.

Epochs: |1UD @ Epochs: 500 @

Leamingrate: [01 | DR Individual epochs of conjugate gradient descent actually take longer than

back propagation epochs, so the algorithm may at first appear to be going
more slowly. However, the error rate can also drop substantially faster with
conjugate gradient descent, so the time elapsed in training will likely be
significantly smaller.

On some runs, you may see radical progress made by the algorithm, to the extent that the training error drops, for all intents and
purposes, to zero, and this may happen as quickly as ten epochs or so. Alternatively, the training error may flatline or decrease
very slowly.

In contrast, you are likely to see the selection error noticeably increasing, something which is not usually apparent in this problem
domain with the noisy back propagation training.
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Confusion Matrix - IRISTYPE(2) (Insdat)

Classihcation (2 ) (Insdat)

IRISTYPE.SETOSA.2 | IRISTYPE.VIRGINIC.2 |IRISTYPE.VERSICOL.2

SETOSA | VIRGINIC | VERSICOL

[SETOSA2 | 50.00000 0.00000  0.00000
VIRGINIC.2 | 0.00000 5000000  0.00000
VERSICOL.2 | 0.00000 0.00000 50.00000

You can see how good the network is in terms of classification performance producing the

Total 50.0000] 50,0000 50,0000
Correct 50,0000 50,0000 50,0000
Wrong 0,0000 0,0000 0,0000
Unknown 0,0000 0,0000 0,0000
Correct(%) 100,0000 100,0000 100,0000
Wrong(%) 0.0000 0.0000 0.0000
Unknown(%) 0,0000 0,0000 0,0000

Classification statistics spreadsheet. By default, these are composite statistics for all cases, irrespective
of the subset they belonged to. It is possible to get the misclassification down to two or three cases.
Sum-squared networks seem to learn rather more quickly on this problem, and also to achieve lower
misclassification rates a little more easily than entropy-trained networks. Of course, that does not give
any good indication of generalization performance - the sum-squared networks may be over-fitting,
and there are too few dubious cases to make any certain assessment. In this case, it is probably better

to stick with the entropy based networks.
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