
SNN Example 16 – SOFM Networks

Self Organizing Feature Map (SOFM, or Kohonen) networks perform unsupervised learning: they 
learn to recognize clusters within a set of unlabelled training data; that is, training data that includes 
input variables only.
SOFM networks also place related-clusters close together in the output layer, forming a Topological 
Map (see Haykin, 1994; Fausett, 1994; Patterson, 1996).
SOFM networks are used in a quite different fashion to other network types, and STATISTICA Neural 
Networks has special facilities to support their use, including the Topological Map dialog, which 
illustrates visually which cases have been assigned to each cluster, and aids you in labeling units and 
cases appropriately. 
Topological Map: The radial layer of a Kohonen network, with units laid out in two-dimensions, and 
trained so that inter-related clusters tend to be situated close together in the layer. Used for Cluster 
analysis (Kohonen, 1982; Fausett, 1994; Haykin, 1994; Patterson, 1996).

For this exercise we will use the Iris data set. Note that, although SOFM networks do not need output 
variables for training, they can use them if present. The output of an SOFM network in STATISTICA 
Neural Networks is always a nominal variable (i.e., they always perform classification).
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Irisdat file:
In real applications of SOFMs, there is not usually a dependent variable in the data set (i.e. the data set doesn't contain 
observations of the desired output). In that case, you can simply click OK on the variable selection dialog without selecting a 
dependent, and STATISTICA Neural Networks will automatically create an output variable for the network. Of course, you must 
still provide independent variables.
On the Custom Network Designer dialog, select the Self Organizing Feature Map option button.
SOFM networks always have two layers: an input layer and the topological map output layer. The output layer of the SOFM 
network is distinguished by being laid out in two dimensions.
Display the Units tab of the Custom Network Designer, and set the Width to 4 and the Height to 5. 

Inputs

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/CustomNetworkDesigner/CustomNetworkDesigner.htm
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Training an SOFM Network.
SOFMs are trained using the Kohonen algorithm. The Kohonen training algorithm adjusts the centers in the topological map layer 
to move them closer to cluster centers in the training data. During training, the algorithm selects the unit whose center is closest 
to the training case. That unit and its neighbors are then adjusted to be more like the training case.
The neighborhood plays a crucial role in Kohonen training. By updating surrounding units in addition to the winning unit, 
Kohonen training assigns related data to contiguous areas of the topological map. During training the neighborhood size is 
progressively reduced, together with the learning rate, so that early on a coarse mapping is produced (with large clusters of units 
responding to similar cases). Finer detail is produced later (as individual units within a cluster respond to finer levels of
discrimination among related cases).
The Train Self Organizing Feature Map - Quick tab includes start and end values for both Learning rate and Neighborhood size. 
Kohonen training is also usually explicitly split into a coarse (ordering) phase and a fine-tuning phase, and the training dialog 
allows you to specify two phases, for this reason.

In this case, two runs of 50 epochs each are 
reasonably effective. On the first run (Phase one), 
reduce the Learning rate from an initial level of 0.5 
to a final level of 0.1, and keep the Neighborhood
size at 1 throughout.
On the second run (Phase two), keep a steady 
Learning rate of 0.1 and a steady Neighborhood size 
of 0.
This is actually a very atypical training run for a 
SOFM - typically a much larger number of epochs 
are used.

On the Interactive tab, 
select the Interactive 
training check box.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/TechnicalNotes/KohonenAlgorithm.htm
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Note. As with Multilayer Perceptron training, the RMS 
error is reported on the Training in Progress dialog. 
However, this is an entirely different error to that reported 
during Multilayer Perceptron training.

For Multilayer Perceptrons, the standard error function is 
either cross entropy or sum-squared, both of which 
measure the distance of the predicted  output neuron 
vector in some sense. The error reported on the training 
error graph window is the RMS of this output error across 
the training set.

In Kohhonen training, the error function is the distance of 
the winning radial unit´s weight vector from the input 
vector. The error reported on the progress graph window 
is the RMS of this input error across the entire training set.

Click the second OK button on the Training in Progress
dialog to transfer the graph to the results workbook, then 
resume the analysis. The Topological Map dialog is 
displayed.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/TopologicalMap/TopologicalMapDialog.htm


Once the SOFM network has been trained, you can examine it to see where clusters have formed, and what they correspond to, 
using the Topological Map dialog. The clusters can then be labeled. In this case the task is simple because we actually have class 
labels for the cases in the data set (i.e. the IRISTYPE), which is not typically the case when using SOFM networks.

The Topological Map dialog 
presents various pieces of 
information to help you 
make sense of the SOFM. 
Each square in the 
illustration represents a 
neuron in the topological 
map layer. 
As you move the mouse 
pointer over the Topological 
Map tab, the readout fields 
at the lower-right of the 
dialog display information 
about the neuron under the 
pointer. The bottom field is 
the win frequency.

Width=4
Height=5



Win Frequencies.
You can use the win frequency to observe where on the 
topological map clusters have formed. The network is 
run on all cases in the training set, and a count is made 
of how many times each unit wins (i.e., is closest to the 
tested case).
High win frequencies indicate the centers of clusters on 
the topological map.
Units with zero frequencies aren't being used at all, and 
are generally regarded as an indication that learning was 
not very successful (as the network isn't using all the 
resources available to it). However, in this case there are 
so few training cases that some unused units are 
inevitable.
For convenience, you can specify that the win 
frequencies be displayed on the map itself.
Select the Win Frequencies tab, and select the Show win 
frequency on Topological Map check box. 

You can also differentiate the training subsets in calculating the 
win frequencies displayed on the topological map by setting the 
appropriate options on the Win Frequencies tab, and you can 
transfer the win frequencies to a results spreadsheet by clicking 
the Win frequencies button on that page.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/TopologicalMap/TopologicalMapWinFrequenciesTab.htm


Interpreting the Topological Map.
Once the overall distribution of cluster centers has been noted, you can use the topological map to test the network in order to
identify the meaning of the clusters.
The topological map displays the output layer graphically in two dimensions. When a case is run, each unit displays its proximity 
to the case using a solid black square (a larger square indicating greater proximity), and the winning unit is highlighted.
The proximity is actually the activation level of the neuron. As you move the cursor over the Topological Map tab, the activation 
level of the neuron under the mouse pointer is shown in the second bottom-most readout field on the lower-right of the dialog. 
You can also specify that the activation levels of the neurons be displayed numerically on the topological map itself.

Display the Advanced tab, and select the Activation level check box. Then select the Topological Map tab.

If you test a number of cases (the most convenient way is by repeatedly clicking the microscroll up arrow button next to the Case
field), you should see from the pattern of activations how related units are grouped together, and respond strongly to similar 
cases.



At this stage, we can begin to label the units to indicate their meanings as clusters. In this case, the 
first 50 cases are all representatives of SETOSA.

Run the first case by clicking the microscroll up button next to the case field until the field displays 
the value 1, then label the winning unit as follows:
Select SETOSA from the drop-down list.
The topological map is updated to display the new unit name.

In a real SOFM network application, you would run the remaining training cases, labeling the 
winning units as appropriate. You should only label units using the training cases, which are usually 
scattered throughout the data set. The subset of the current case is displayed in the read-out field 
under the Case field to help you with this task.

However, in this experiment we actually know the class labels of the training cases, as these are 
included in the data set. That being the case, we can use algorithms in STATISTICA Neural Networks
to automatically label the data.



Click the Custom button to display the Train Radial Layer dialog, 
which contains all the algorithms for training radial layers 
available in STATISTICA Neural Networks. STATISTICA Neural 
Networks supports hybridization of network types; for 
example, it is possible to use Kohonen training on the radial 
layer of a Radial Basis Function network. We are going to use a 
labeling algorithm usually associated with Cluster networks to 
apply class labels to our SOFM. Cluster networks are normally 
used with labeled data, such as we have here.
Display the Kohonen tab, and click the Run button to rerun the 
Kohonen algorithm. Then click the first OK button on the 
Training in Progress dialog. This will train the network using the 
Kohonen algorithm, and return you to the Radial Training 
dialog.
Select the Labels tab, enter the value 0.9 into the Minimum 
proportions field, and click the Voronoi Neighbors button. This 
runs all the training cases through the network, and counts 
how many cases are assigned to each neuron. Providing that at 
least the given proportion (0.9) are of the same class, this class 
is used to label the neuron. If there is some ambiguity in the 
neuron (that is, cases of different classes activate the same 
neuron) then the neuron is left unlabeled. The neuron may also 
be left unlabeled if no cases are assigned to that neuron. By 
altering the minimum proportion to 0.0 and rerunning, you can 
tell which neurons are entirely unused.



After the Voronoi labeling algorithm is complete, click the OK button to finish training the SOFM.
The Topological Map dialog is displayed, but this time some units on the topological map (those that respond to specific classes) 
have been labeled with the corresponding class name.
Now page through the cases, seeing how well the SOFM classifies the selection and test cases.



If you were using a SOFM network in a real problem, you typically would not have observations for the output variable. The 
procedure is then to simply label clusters symbolically (using the win frequencies datasheet to identify them). Subsequently, you 
can examine the data to try to determine what meaning can be assigned to the clusters.
To aid you in this process, STATISTICA Neural Networks also allows you to label the cases on the Topological Map dialog. In such a 
circumstance, you would follow the procedure below (don't do this now - there is no need as the Iris data is already labeled).

• Train the SOFM network.
• Use the win frequencies to identify clusters in the Topological 

Map.
• Label clusters with symbolic names (e.g., C1, C2, etc.). You 

can add new class names by clicking the Edit Class List...
button, then clicking the Add... button on the Class List
dialog.

• Test the cases on the Topological Map window, and assign 
cluster names to the cases.

• Examine the data (probably referring back to the application) 
to determine what the clusters represent.

• Replace the symbolic cluster names with meaningful labels.
• Retest the cases, and label them according to the winning 

unit.

In addition, you do not need to wait for a neuron in the topological map to win before you can 
label it. Simply click on a unit to select it, then choose the class from the drop-down list. You can 
also click and drag to select a range of units, or hold down the CTRL key and click or drag to select 
noncontiguous units or to deselect units, and then label the entire set of selected units at once.


