
SNN Example 19: Input Variable Selection

Among the decisions that the neural network designer must make, which of the available variables to use as inputs to the neural 
network (independent variables) is one of the most difficult. The difficulty of this decision arises for a number of reasons:
In real problem domains, a neural network is typically employed where you do not have a strong idea of the relationship 
between the available variables and the desired prediction. Therefore, you are likely to accumulate a variety of data, with some
that you suspect is important and some that is of dubious (but unknown) value.
In nonlinear problems, there may be interdependencies and redundancies between parameters; for example, a pair of 
parameters may be of no value individually, but extremely useful in conjunction, or any one of a set of parameters may be useful. 
These features mean that it is not possible, in general, to simply rank parameters in order of importance. 
The "curse of dimensionality" means that it is sometimes actually better to discard some variables that do have a genuine 
information content simply to reduce the total number of input variables, and therefore the complexity of the problem and the
size of the network. Counter-intuitively, this can actually improve the network's generalization capabilities (see Bishop, 1995).
The only method that is guaranteed to select the best input set is to train networks with all possible input sets and all possible 
architectures, and to select the best. In practice, this is impossible for any significant number of candidate inputs.
You can also experiment heuristically in STATISTICA Neural Networks by building a variety of networks with different inputs, and 
gradually building up a picture of which inputs are useful. You can also employ Weigend weight regularization, and eliminate any 
input units that have very small fan-out weights.
In addition, the Intelligent Problem Solver contains some highly sophisticated algorithms to select input variables, and for most 
users will provide a reasonable analysis.
If you want to examine the selection of variables more closely yourself, there are two further approaches available in STATISTICA 
Neural Networks: Sensitivity Analysis and Feature Selection algorithms.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/TechnicalNotes/WeigendWeightRegularization.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/IntelligentProblemSolver_HIndex.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/TechnicalNotes/SensitivityAnalysis.htm


Sensitivity Analysis. To perform sensitivity 
analysis, run a previously trained neural 
network, display the Sensitivity tab of the 
Results dialog, and click the Sensitivity 
Analysis button.

The spreadsheet indicates 
the sensitivity of the model 
to each variable. The 
sensitivity is reported in two 
rows - the Ratio and the 
Rank.

The basic sensitivity figure is the Ratio. For each variable, the network is executed 
as if that variable is "unavailable." Unavailability of a variable used by the model 
will presumably cause some deterioration in its performance. The ratio reported 
is the ratio of the error with the variable unavailable to the ratio with it available. 
Important variables have a high ratio, indicating that the network performance 
deteriorates badly if they are not present. If the Ratio is one or lower, then 
making the variable "unavailable" either has no effect on the performance of 
the network, or actually enhances it.
The Rank lists the variables in order of importance (i.e. order of descending 
Ratio), and is provided for convenience in interpreting the sensitivities.
The possible redundancies and interdependencies between variables imply that 
the sensitivity figures must be interpreted with caution - they may be quite 
different on another network applied to the same data set. However, if you find 
that certain variables consistently have high or low sensitivity, you can begin to 
identify key and unnecessary variables.

In the Iris data, you will likely find the petal 
width and length the most sensitive 
variables, with the sepal length and width 
not very important, and the sepal length in 
particular often identified as of no value.



As with all results generated by STATISTICA 
Neural Networks, you can choose which 
subsets to include in the sensitivity analysis. 
It is a good idea to select (via the Results dialog 
- Quick tab) Subsets used to generate results -
All (separately), and then to run sensitivity 
analysis. You can then do a consistency check 
between the sensitivities on the train, select 
and test subsets, which gives an indication of 
the meaningfulness of the rankings. It is also 
unsurprisingly common for sensitivities on the 
selection and test sets to be lower than on the 
training set, and in particular you may find 
some low sensitivity inputs with a ranking 
below 1.0 on these subsets, indicating that they 
are actually worthless.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/Results/ResultsDialogQuickTab.htm


When you train networks with any of the training algorithms, you can specify sensitivity-based pruning on the Pruning tab of 
the training dialog. Specify a threshold (1.0, or slightly larger - perhaps 1.001 or 1.01), and after training, any inputs with 
sensitivity below the given threshold are automatically pruned.



Feature Selection Algorithms. The Feature Selection Algorithms conduct a large number of experiments 
with different combinations of inputs, building probabilistic or generalized regression networks for each 
combination, evaluating the performance, and using this to further guide the search. This is a "brute 
force" technique that may sometimes find results that the much faster Intelligent Problem Solver
misses. Feature selection approaches include forward stepwise selection, backward stepwise selection, 
and the genetic algorithm.
Genetic algorithms are a particularly effective search technique for combinatorial problems of this type 
(where a set of interrelated yes/no decisions needs to be made). The method is time-consuming (it 
typically requires building and testing many thousands of networks), but STATISTICA Neural Networks'
combination of the technique with fast-training PNN/GRNN networks means that it runs as fast as 
possible. For reasonably sized problem domains (perhaps 50-100 possible input variables, and cases 
numbering in the low thousands), the algorithm can be employed effectively overnight or on the 
weekend on a fast PC. With sub-sampling, it can be applied in minutes or hours, although at the cost of 
reduced reliability for very large numbers of variables.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/IntelligentProblemSolver_HIndex.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/TrainProbabilisticNeuralNetworks_HIndex.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/GeneralizedRegressionNetworkTraining_HIndex.htm


Open the Credit data file and use Feature Selection



Each row represents a particular test (of a 
combination of inputs). The row label indicates the 
stage; e.g. 2.3 indicates the third test in stage 2. The 
final row replicates the best result found, for 
convenience. The first column is the selection error 
of the PNN or GRNN. Subsequent columns indicate 
which inputs were selected for that particular 
combination (Y).

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/TrainProbabilisticNeuralNetworks_HIndex.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/GeneralizedRegressionNetworkTraining_HIndex.htm


You can apply some extra pressure to eliminate unwanted 
variables by assigning a Unit penalty (on the Advanced tab of 
the Feature Selection dialog). This is multiplied by the number 
of units in the network and added to the error level in 
assessing how good a network is, and thus penalizes larger 
networks. Typical values (if used) are in the range 0.01-0.001. 
However, it is not necessary to choose a Unit penalty; usually 
the algorithm is run without it, or with a very low value to 
eliminate only very marginal input variables. If there are a large 
number of cases, the evaluations performed by the feature 
selection algorithms can be very time-consuming (the time 
taken is proportional to the number of cases). For this reason, 
you can specify a sub-sampling rate. However, in this case we 
have very few cases and a Sampling rate of 1.0 (the default) is 
fine (displayed on the Feature Selection dialog Advanced tab).

It is sometimes a good idea to reduce the 
number of inputs to a network even at the cost 
of a little performance, as this improves 
generalization capability and decreases the 
network size and execution size.

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/FeatureSelection/FeatureSelectionAdvancedTab.htm
mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/FeatureSelection/FeatureIndependentVariableSelection.htm


Display the Feature Selection dialog, select the Genetic 
algorithm tab, and click the OK button. If the genetic algorithm 
were run with the default settings, it would perform 10,000 
evaluations (100 population times 100 generations). 
However, since our problem has only nine candidate inputs, the 
total number of possible combinations is only 512 (2 raised to 
the 9th power). STATISTICA Neural Networks automatically 
detects this fact, and performs the faster exhaustive evaluation. 
If the exhaustive evaluation is taking an unreasonable amount 
of time on your computer, click the Finish button on the 
progress dialog. 

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/NeuralNetworksAnalysis/Dialogs/FeatureSelection/FeatureSelectionGeneticAlgorithmTab.htm


Feature selection is usually performed as a preamble to training a network or networks using the selected features as inputs. You 
can instruct STATISTICA Neural Networks to display either the Intelligent Problem Solver or Custom Network Designer when the 
feature selection algorithm finishes, with the feature set it chooses transferred to the independent variable selection.

This time, there is significant pressure to 
reduce the number of inputs, even at the 
cost of some loss of error performance. 

mk:@MSITStore:C:/Program%20Files%20(x86)/StatSoft/STATISTICA%207/NeuralNetworks.chm::/Indices/IntelligentProblemSolver_HIndex.htm
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The precise result may 
depend on the cases 
that are assigned to 
your training and 
selection sets. 
However, a common 
result is to find that V6 
and V7 are selected, 
possibly also with V4.



The forward stepwise and backward stepwise algorithms are usually quicker than the genetic algorithm if you have a reasonably
small number of variables (say, 80 or less), and are equally effective if there are not too many complex interdependencies 
between variables. One disadvantage in this case is that these algorithms give a single, consistent result, whereas the stochastic 
nature of the genetic algorithms means that you can run it a number of times and perhaps find alternative solutions. On the 
other hand, with the forward and backward stepwise selection algorithm, you can see which variables are added or removed in 
which order. In common with sensitivity analysis, this can give you a feeling for the relative importance of the variables.

This Unit penalty is so high that the algorithm will 
actually suggest removing all input variables. However, 
it is useful to see the order that the algorithm suggests 
removing the variables in
(Statistica may fail running at this Unit Penalty)

Paper!



Run the Feature Selection algorithm again, this time selecting Method - Forward selection, 
and setting the Unit penalty to 0. With no unit penalty, the algorithm suggests adding all the 
variables, roughly in the reverse order to the Backward selection algorithm.
These experiments suggest a fairly consistent ordering on the variables, and can be verified 
by comparing with the rankings generated by sensitivity analysis.


