SNN Example 20: Time Series

So far we have looked at a variety of classification and regression problems, in all of which the available data consists of a set of

cases, each containing values for a number of variables, where the objective is to predict the value of one of more output
variables from the input variables, and there is an inherent assumption that different cases are independent (see Bishop, 1995).
There are many applications for time series problems, where variables are measured over a period of time, and there are (at
least expected to be) relationships between variables at successive times. In this case, our objective may be to predict the value
of a variable at a given time from the same and/or other variables at earlier times. In most cases, a single numeric variable is
observed, and the objective is to predict the next value of that variable from a number of preceding ones (ARIMA models are
frequently used in such circumstances).

Such a problem is actually just a specialized form of regression, and as such can be tackled by any form of neural network
suitable for use in regression, providing that the data set is suitably pre-processed into the correct form. This example
concentrates on one such typical time series problem, using the Series _G.sta file (this records the growth in airline passengers
over a period of time). However, it is worth noting that STATISTICA Neural Networks is not limited to time series prediction using
a single numeric variable: it is quite possible to predict multiple output variables, and nominal in addition to numeric variables.
STATISTICA Neural Networks can also predict a single step ahead (which is the most common form of prediction) or multiple steps
ahead.
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MLPs for Time Series Prediction.

The first thing you will notice is that the data set includes only a
single variable. We will be using this both as the input and output
of the neural network (but, of course, at different time steps).

i2. STATISTICA Neural Networks (SNN): Series_G

Selected inputs/outputs | Vanable types
Dependent: SERIES_G Continuous: SERIES_G

Independent: SERIES_G ategorical: none

ubset NONE

Quick, IAdvancedI Netwnrks!EnsembIesI

Problem type Select analysis:
" Regression -2+ Intelligent Problem Solver

" Classificati i
assiicaton 88 Custom Network Designer

1

SERIES G|
JAN 1949 | 112]
FEB 1949 118
MAR 1949 132
APR 1949 129
MAY 1949 121
JUN 1949 135
JUL 1949 148
AUG 1949 148
SEP 1949 136
OCT 1949 119
NOV 1949 104
DEC 1949 118
JAN 1950 115
FEB 1950 126
MAR 1950 141
APR 1950 135
'MAY 1950 | 125
JUN 1950 149
JUL 1950 170
AUG 1950 170
SEP 1950 158
DT 1980 133

* Time Series
Cresates and tests neural networks for
data anahysis and predictions. It
designs 3 number of networks to

| solve the problem.

" Cluster &nalysis

L] Varables

Monthly passenger totals (in
1000's) 1949-1960; Box &
Jenkins, 1976; series G.

WIAR T951 78
APR 1951 163
MAY 1951 172
JUN 1951 178
JUL 1951 199
AUG 1951 199



For Time Series problems, the Intelligent Problem Solver has to
make an additional design decision - the number of time series
steps to use as input to the network.

Determining the correct number of input steps is a difficult
problem for the Intelligent Problem Solver. Frequently, it is possible
for you to determine the correct number, which simplifies the
search task for the Intelligent Problem Solver. For example, if the Dependent:  SERIES_G
problem contains a natural cycle period (the Series_G data set Independent. SERIES_G
contains monthly sales figures, so there is a definite length 12
period in the data) then you should try specifying that cycle, or an
integral multiple of it.

If the time series has no natural period, or you are not aware of IV Treat problem as time series
one, then specify a range of possible values, and STATISTICA Neural
Networks will determine a period for you. In this case you are

Quickl Fietain| Types] Complexity  Time Series | MLP I Feedl:lackl

Range for steps (number of time steps used as inputs)

recommended to run the Intelligent Problem Solver several times FIKMIWATE 12 gl
with a large number of iterations, and once the Intelligent Problem Maximum: |12 @
Solver has determined a reasonable period for you, to rerun with a

fixed period.

In this case, we will specify a period of 12, as this is the natural
cycle of the time series.

Click on the Time Series tab, and set both the Minimum and
Maximum steps under Range for steps (number of time steps used
as inputs) to 12.
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E?.' Results (Run Models): Series_G

Quick
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User defined caze H Topological map
Response graph EE Metwork §tration
@ Response suface Time senes projection

ROC curve

Training graph

PCA eigenvalues

Generate spreadshest of sigenvalues

(applicable only if the last trained
network was a PCA)

Index | Profile | TrainPerf. | Select Perf. | TestPerf | TrainEmor | S
1 MLP s121:12-21:1 0112124 0124948 0197246 0022861 0
2 Linears121:121:1  0.,110411 0116844  0.184941 0022511 0
3 MLP §121:12-31:1  0,122941 0108427 0184460 0025069 O
4 RBF $121:12-3-1:1  0.449441 0439196 0408409 0004276 O
5 RBF $121:126-1:1 0236498 0271302 0294026 0002250 O
< >

iz. Time Series Projection: Series_G

Index | Profile | TrainPerf. | Select Perf. | Test Pert.
1 MLP $121:12-2-1:1 0,124948 0,197246
2 Linear £12 1:12-1:1 0116844 0,184941
3 MLP $121:12-3-1:1 0,108427 01844650
4 RBF $121:12-3-1:1  0,449441 0438196 0,408409
5 RBF 12 1:12-6-1:1  0,236498 0271302 0,294026

<
Quick | Advanced |

Length of projection: I’I 0 Time series graph

Case (starts from]:

|13 Time series spreadsheet




Neural networks designed by the Intelligent Problem Solver
for time series problems perform one-step-ahead prediction
- they predict the next time step from a series of previous
time steps. By dropping the oldest of the original input
points, adding the newly predicted value, and rerunning the
network, a prediction can be made a further step ahead.
This process can be repeated to generate an entire time
series of predictions.

As any prediction errors will rapidly accumulate, such
multiple-step predictions can only be trusted if the network
has very high predictive accuracy. In the case of the Series_G
data, it is possible to get a standard deviation ratio of 0.13,
or better, which is sufficient to project ahead quite a few
time steps.

The Time Series Projection dialog allows you to generate a
graph showing the results of projecting ahead a given
number of time steps.
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STATISTICA Neural Networks can start the Time Series Projection, SERES_G

time series projection either from a pattern 2200

extracted from the current data set, or 2000 } Set the Length of

from a user-specified pattern. We will use 1800 | the projection to

the default, which is to start at the first 250, and click the

available pattern in the data set (so we will 1600 - Time series graph

be able to compare the prediction with the 1400 } button.

entire data set). 1200 |

The only control parameter we need to

select is the Length of the projection. Our 1000 |

time series has only 144 cases, of which 200 |

twelve are effectively removed by pre- ==

processing (predictions cannot be made for

the first twelve points, as they do not have 400 |

sufficient preceding points to make the 200 | Model

prediction), so the maximum available data - | —SERES_G.1

to compare with is 132 steps. However, it is —SERES_G.2
. . : 200 | | —SERES_G.3

quite permissible to project beyond the —_ GFRES G4

end of the available data: we will then see -400 : SERES_G.5

the predicted value projected beyond the 20 0 20 40 60 80 100 120 140 160 180 200 220 240 260 280 300
end of the data set, although we will not
have a standard of comparison beyond that

point.

The results may seem somewhat disappointing - the prediction saturates after a
time. This is due to the influence of the sigmoid functions in the hidden layer of
the network, which saturate as the input grows.



In any event, it might actually be considered irrelevant to
predict too far ahead - figures for the next year or two may be
guite adequate, or the reliability of more distant predictions
may be anyway questionable. Nonetheless, the above
example does demonstrate a restriction of neural networks if
they are blindly applied in circumstances where they will be
required to extrapolate beyond known data.

One solution to this is to pre-process the data into a more
appropriate form. In this example, we may speculate that the
underlying trend (if we ignore the seasonal component) is
linear. We can remove the trend by building a linear model,
and then use the more sophisticated neural model to estimate
the residual.

To do this, use a Linear network. The Intelligent Problem
Solver has probably already produced one (if not, run it again,
selecting 12 steps and the Linear network type. Since there is
only one possible network with this specification, the training
process will be extremely quick.)

Click Cancel on the Time Series Projection dialog to return to
the Results dialog. Click the Select models button to display
the Select Networks and/or Ensembles dialog. Select a Linear
model and click OK. The top of the Results dialog will now
show one Linear network.

=2« Results (Run Models): Series_G

Index

Profile

Train Perf. Select Perf.

2

L 4

Linear 12 1:12-1:1

01710417 0,116544

YA

E!uick] Advanced| Predictions Residuals ‘ Plots \ S¢

iiiii * Residuals

Residual type(s] shown
v Raw

| Squared

| Absolute

| Standard

Residuals (2 ) (Series_G)

SERIES G.2/R.SERIES G.2
JAN 1950 138,0217 23,0217
FEB 1950 133,9175 7.9175
MAR 1950 155,2276 14,2276
APR 1950 149,3612 14,3612
'MAY 1950 146,9282 21,9282
JUN 1950 153,6787 4 6787
JUL 1950 1794824 9.4824
AUG 1950 172,2340 2,2340
|SEP 1950 | 163,9641 5.9641
OCT1950 140 0709 7 07092
NO

oe{ The second column of the

21 output spreadsheet gives

" the residual (observed

WAl minus predicted)

JUN

JUL 1951 194,1452 -4,8548
AUG 1951 203.6691 4 6691
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1 2

SERIES G R SERIES G.2
JAN 1950 112 23,0217
FEB 1950 118 7,9175
MAR 1950 132 14,2276
APR 1950 129 14,3612
MAY 1950 121 21,9282
JUN 1950 135 4,6787
JUL 1950 148 9.4824
AUG 1950 148 2,2340
SEP 1950 136 5,9641
OCT 1950 119 7,0792
NOV 1950 104 16,5672
DEC 1950 118 -5,1469
JAN 1951 115 4,3413
FEB 1951 126 -2,5978
MAR 1951 141 -12,4646
APR 1951 135 3,4464
MAY 1951 125 -18,0499
JUN 1951 149 86,3858
JUL 1951 170 -4,85438
AUG 1951 170 4,6691

Select Copy with Headers from the Edit menu, to copy the
entire column of Residuals to the Clipboard. Now, click on the
Series_G.sta data set and add a variable (from the Vars - Add
menu), and click Paste on the Edit menu to add the residuals to
the data set as a new variable.

The data set should now contain the original variable,
SERIES_G, and the residual from the linear model, R.SERIES_G.2
(or similar, depending on the index number of the model,
which supplies the postfix). (A portion of the spreadsheet is
shown below. Remember that yours will differ slightly.)

The first twelve cases in the data set are automatically treated
specially by the Intelligent Problem Solver, as they cannot be
used in time series predictions (not having sufficient preceding
cases). We are going to build a neural network that estimates
the residuals from the linear model, which we have just
transferred into the data set. The first twelve residuals are
meaningless, and we will now need 12 preceding residuals to
train our new network. Therefore, we need to ensure that all
the cases up to the 24th are not used in training.
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Begin a new analysis by selecting Neural
Networks from the Statistics - Data Mining menu
to display the STATISTICA Neural Networks (SNN)
Startup Panel. Select the Time Series option
button in the Problem type group box and select
Intelligent Problem Solver on the Neural
Networks Startup Panel - Quick tab. Click the
Variables button and select R.SERIES _G.2 as both
the Continuous Outputs and the Continuous
Inputs.

Quick
. . oK
Selection of subsets for each network trained
(¢ Fix, in numbers given below (randomly assigned at beginning) Cancel

" Resample, in numbers given below (randomly assign each netwark)
Pre-select cases using

(" Advanced random resampling (see Random tab) complax conditions

" Bootstrap resampling [see Bootstrap tab) 2. $ Gelect cases

Subset sizes MD Deletion
Training:  [42 2] Total available: 122 ¢ Casewise
. Remaining: 0 " Mean
Selection: (40 @ substitution

Test: 40 @

To assign remainder to 3 subset, double-click the field.

:2= Intelligent Problem Solver: Series_G

Dependent:

R.SERIES_G.2

Independent: R.SERIES .2

Quick lFIetainI Types] Camplexityl Time Series| MLP I Feedback

Optirnization time

(¢ Networks tested: |1El @

" Hours/minutes:

0 E

Metworks retained: |1 @

| Form an ensemble from retained networks

| Select a subset of independent variables

iz. Select Cases: Series_G

Select Cases l

Case selection

(¢ Specified cases: [22—144|

~

none

none

Specify how long the
analysis should taks.
You can give either the
time allowed, or the
number of networks to
be crested.

oK

Cancel

Y

Options ~

RSSIGH
CASES

Sampling

Click the Sampling
button to display the
Sampling of Case Subset
for Intelligent Problem
Solver dialog, then click
the Select Cases button
to display the Select
Cases dialog.
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_ Regression (3 ) (S
Quickl Retain  Types Cample:-:ity] . R SERIES G 23
Quick | Advanced | Data Mean 2.77321
Network types to test IData S0 7,84954
. Length of projection: |1|:| [ | Time zenes araph .ENOf Mean -6.57069

I Linear ER= IeF Error SD. 5,79130
[ PNN or GRNN Case [starts from): |5 Time series spreadsheet Abs E. Mean 7,48672
| Radial basis function I?Ib[r]fell:;?it(i:uz g;?;gg

v Three layer perceptron
[~ Four layer perceptron
It is much more difficult to interpret the results shown on the

Time Series Projection dialog in this case. Click the Time series
Time Series Projection, R SERES_G.2 button to produce a time series graph.

i- This can give us an idea of the explained variance. In our test

: : run, the S.D. Ratio of the best network was 0.6, indicating that

ol the multilayer perceptron was able to predict about a third of

2 the remaining residual value once the linear component of the
:: : problem had been removed.

8 ~ As the data set is very small, we also tried using the entire set
:1’2: : for training, and achieved a residual of 0.26 on this problem,
e} ] accounting for three quarters of the remaining residual value.
1‘2 : : This demonstrates that the original data series has a great deal
20} ] of non-linear structure. It is thus possible to use a hybrid
j‘j: : model, where you first form a linear prediction, then adjust
28| . Hodel that using the residual estimation of the multilayer perceptron.
T e T s e o o v e EESG22 . However, a greater data volume is required for increased

accuracy.



