
For the next set of examples, we will 
use the classic Iris data set. This 
contains information about three 
different types of Iris flowers - Iris 
Versicolor, Iris Virginica, and Iris Setosa. 
The data set contains measurements of 
four variables (sepal length and width, 
and petal length and width). The Iris 
data set has a number of interesting 
features:
1.One of the classes (Iris Setosa) is 
linearly separable from the other two. 
However, the other two classes are not 
linearly separable.
2.There is some overlap between the 
Versicolor and Virginica classes, so it is 
impossible to achieve a perfect 
classification rate.
3.There is some redundancy in the four 
input variables, so it is possible to 
achieve a good solution with only three 
of them, or even (with difficulty) from 
two, but the precise choice of best 
variables is not obvious.

SNN Example 5: The Iris Problem

IPS -Classification Problem



The Intelligent Problem Solver will display the Progress dialog, 
display the percentage of training accomplished and the 
elapsed time, and add entries to the summary spreadsheet 
each time a new network is tested. If you check the 
configuration code for these networks, you are likely to see 
that some begin with a 3, indicating that the Intelligent 
Problem Solver has discovered effective networks with only 
three input variables.

You can either wait until the five minutes 
have elapsed, or, if the results do not 
seem to be improving with time, or you 
want to continue with the examples right 
away, click the Finish button. The 
Intelligent Problem Solver will then end, 
adding the networks it has elected to 
retain to the network set, and displaying 
summary statistics on these models in 
the list box at the top of the Results 
dialog.
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The Intelligent Problem Solver will almost certainly display a warning message (provided the Display summary message... option 
is selected) when it completes, stating that the training and selection errors of the best of these networks are significantly 
different to each other. Significant variations between these figures invariably indicate that a network has suffered over-
learning, and so the training performance should be treated with extreme skepticism, and even the selection error with some 
caution. However, if the selection and test errors are reasonably close together, you can have some confidence that they do 
reflect the expected generalization performance.
This warning is indicative of a general problem with neural networks, which is that to be used with confidence you should 
ideally have a large number of cases - typically at least in the high hundreds, and preferably in the high thousands. The precise 
number required depends on the number of input variables, the complexity of the underlying function (and hence of the correct
network), and the amount of variance in the data. As a rule of thumb, you should aim to have at least five times as many cases 
as connections in the network (if you don't know how many connections there will be, try squaring the number of inputs if 
there are five or more, or use twenty-five otherwise), and preferably ten times as many. If you have less cases than this, a neural 
network may still be effective (especially if the problem is highly nonlinear), but you should pay careful attention to any 
disparities between selection and test errors, which indicate unreliability when you generalize to new cases. It is also worth 
considering resampling and constructing ensembles, which are discussed in a later example.



Descriptive Statistics. Classification
You are likely to see perfect or near-perfect classification on the 
training set, with a small number of errors in the selection 
and/or test sets. 



Descriptive Statistics. Confusion Matrix

In this case, the Confusion Matrix spreadsheet 
comes into its own, as you can see exactly how 
misclassified cases are misclassified. In this 
problem, the only likely source of misclassification 
is confusion between Versicolors and Virginicas.



Sensitivity Analysis. Sensitivity Analysis gives you some 
information about the relative importance of the variables 
used in a neural network. In sensitivity analysis, STATISTICA 
Neural Networks tests how the neural network would cope if 
each of its input variables were unavailable. STATISTICA Neural 
Networks has facilities to automatically compensate for missing 
values (typically, it substitutes the sample mean for a missing 
value). In sensitivity analysis, the data set is submitted to the 
network repeatedly, with each variable in turn treated as 
missing, and the resulting network error is recorded. If an 
important variable is removed in this fashion, the error will 
increase a great deal; if an unimportant variable is removed, 
the error will not increase very much.

The spreadsheet shows, for each selected model, the ratio of the 
network error with a given input omitted to the network error with 
the input available. It also shows the rank order of these ratios for 
each input, which puts the input variables into order of importance. If 
the ratio is 1 or less, the network actually performs better if the 
variable is omitted entirely - a sure sign that it should be pruned 
from the network (the Intelligent Problem Solver will have already 
done this for you in most cases).



Sensitivity Analysis.

It is likely that the best network discovered by the Intelligent Problem Solver
has either three or four input variables. The sensitivity analysis, in most 
circumstances, will rank the variables in the order: PETALLEN, PETLWID, 
SEPALWID, SEPALLEN. If your network has only three inputs, it is likely that 
SEPALLEN has been omitted. However, occasionally a network is discovered 
where SEPALWID and SEPALLEN are reversed in sensitivity.

This is indicative of a limitation of sensitivity analysis. We tend to interpret the 
sensitivities as indicating the relative importance of variables. However, they 
actually measure only the importance of variables in the context of a 
particular neural model. Variables usually exhibit various forms of 
interdependency and redundancy. If several variables are correlated, then the 
training algorithm may arbitrarily choose some combination of them and the 
sensitivities may reflect this, giving inconsistent results between different 
networks. It is usually best to run sensitivity analysis on a number of 
networks, and to draw conclusions only from consistent results. Nonetheless, 
sensitivity analysis is extremely useful in helping you to understand how 
important variables are.

In the Iris problem, you are likely to 
find that Multilayer Perceptron (MLP) 
networks perform significantly better 
than either Radial Basis Function 
(RBF) or Linear networks. In fact, this 
is typical of most problem domains -
Multilayer Perceptrons usually have 
the best performance.
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