
SNN Example 8: Regression Problems

The examples we have looked at so far are all 
classification problems - that is, the output is a nominal 
variable, indicating that the case belongs to one of a 
small number of discrete classes.

Neural networks can also be used for regression 
problems, where the output is a continuous numeric 
variable, in which context they act as a non-linear 
regression technique, where the complexity of the non-
linear regression curve is controlled "semi-
parametrically" - the number of units in the neural 
network governs the complexity of the solution, but of 
course the designer does not explicitly state a functional 
form for the regression curve.

As an example, we will exploit the redundancy in the 
Irisdat.sta data set by predicting the value of the 
PETALWID variable from the SEPALLEN, SEPALWID, and 
PETALLEN variables.
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The figure reported for performance in the network set, when the Intelligent Problem Solver completes, has a different meaning 
than for classification. In regression problems, the figure given is the regression ratio, also reported in the model summary 
spreadsheet, displayed when you click the Models summary button on the Results dialog.
This is the ratio between the standard deviations of the residual and the target data. If only the observed output data were 
available, with no input variables, the best estimate we could make of the target for a new case would be the mean of the 
observed values in the training set. If that were done, the residuals would be the observed values minus the mean, and the 
average error would therefore be the standard deviation of the target variable. When we use a neural network, we obviously 
expect the residuals to be smaller than this, and the ratio reported measures this improvement. A ratio of 1.0 implies that our 
network is doing no better than the most naive estimate available, and consequently that either there is no useful information 
in the input variables, or that the network is failing to use the information successfully. As the network's performance 
improves, the ratio becomes closer to zero. This ratio of standard deviations is closely related to the "explained variance" of the 
model (it is equal to one minus the explained standard deviation).



Coefficient of Determination and Regression Ratio

𝑹𝟐: Coefficient of Determination (the greater the better)

𝑺𝑺𝑹: Sum of Squares of Residuals

𝑻𝑺𝑺: Total Sum of Squares

𝑺𝑺𝑹

𝑺𝑺𝑻
: Regression Ratio (the lower the better)

Sum os Squares 
Residual Error (SSR)

Sum os Squares 
Regression (SSE 
Explained)



Residual Variance and R-square -  Regression Ratio

The smaller the variability of the residual values around the regression line relative to 
the overall variability, the better is our prediction. For example, if there is no relationship 
between the X and Y variables, then the ratio of the residual variability of the Y variable 
to the original variance is equal to 1.0. If X and Y are perfectly related, there is no 
residual variance, and the ratio of variance would be 0.0. In most cases, the ratio would 
fall somewhere between these extremes, that is, between 0.0 and 1.0. 1.0 minus this 
ratio is referred to as R-square or the coefficient of determination. This value is 
immediately interpretable in the following manner. If we have an R-square of 0.4 then 
we know that the variability of the Y values around the regression line is 1-0.4 times the 
original variance; in other words we have explained 40% of the original variability, and 
are left with 60% residual variability. Ideally, we would like to explain most if not all of 
the original variability. The R-square value is an indicator of how well the model fits the 
data (e.g., an R-square close to 1.0 indicates that we have accounted for almost all of the 
variability with the variables specified in the model).



Comparison with linear models. Click the Descriptive statistics button to produce a regression spreadsheet which displays the 
standard Pearson-R correlation coefficient between the predicted and target values (in addition to other descriptive statistics). In 
standard linear modeling, it is common practice to measure the goodness-of-fit of the model by the correlation between the 
input and output variables, which is exactly equal to the correlation between predicted and observed values, if the variables are 
positively correlated, or to the negative of this correlation if they are negatively correlated. You can thus use the correlation 
coefficient to assess quite directly the comparative performance of standard linear modeling and neural networks.

S.D. Ratio: The Lower the Better
Correlation: The Higher the Better

Standard Deviation Ratio is a technical analysis indicator based on two standard deviations; one 
using a longer period that the other. The SD Ratio is measured by taking the ratio of the short-
term standard deviation to the long-term standard deviation:

S.D. Ratio = Error S.D. / Data S. D.



This comparison is made easier as STATISTICA Neural Networks supports least squares linear models, in the guise of Linear neural 
networks. If you have used the Intelligent Problem Solver with a diverse range of networks to be saved (and more than one 
network to be saved), you should find that a linear model has been created. The performance should be close to, but probably 
slightly inferior to, the best non-linear neural network model.
It is always worth retaining at least one linear model as a standard of comparison. If the performance of the neural networks is 
inferior to a linear model, then you should always choose the latter. This follows the principle of parsimony and Occam's razor -
always choose the simplest explanation that fits the facts. If you decide to use a linear model, you can assign all the cases to the 
training set and train a linear network on that for best accuracy (linear models cannot over-learn, and so there is no need to 
maintain selection and test subsets).

S.D. Ratio: The Lower the Better
Correlation: The Higher the Better



Although many problems are inherently non-linear, this is by no means always the case, and trying to fit a flexible curve to a 
straight line relationship is clearly inappropriate. It is also the case that if you have a small number of cases, or a moderate
number of cases with a large amount of variance, you may be unable to fit a non-linear model with any accuracy even if the 
underlying relationship is non-linear. If your neural networks have only a marginal improvement in accuracy over the linear 
models, and you have a restricted number of cases, you should consider this possibility. In particular, if you observe that your 
neural networks have slightly better training error and performance than the linear model, but worse selection performance, 
then the improvement is almost certainly artifactual, and it is better to choose the "safer" option of a linear model.
In the author's experiment with the Irisdat.sta regression problem, the best neural model achieved a standard deviation ratio of 
0.2340 on the selection set, compared with 0.2365 using a linear model, an improvement of a few percent (you are likely to get 
slightly different results, as the random division of the data set will be different). Since the winning network was itself not very 
complex (with four hidden units), this improvement is sufficient to justify keeping the neural network. If the performance 
dropped to a one percent improvement or less, with such a small number of cases, it would be better to stick with the linear 
model.



Residuals button (The Lower the Better). This generates a spreadsheet of raw residual values (with predicted values for a 
standard of comparison). You may also specify other pieces of information to be stored with the residual, and different forms of
residual, on the Residuals tab of the Results dialog.
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